


bandwidth-delay product, the HighSpeed TCP performed
well on the transpacific network of OC-12 POS, and
achieved 529 Mbps in 5-second average using two streams
of one node pair. Within the US, file replication exhib-
ited no performance problem, while between US and Japan,
application-level rate-control of a HighSpeed TCP were
also needed for stability, in addition to considerable disk
I/O control. The result, using three node pairs, replicating
an 8GB file achieved 741 Mbps in 10-second average out of
possible 893 Mbps available for APAN/TransPAC. Exploit-
ing the US sites as well attained maximum 2.286 Gbps.

After the successful Bandwidth Challenge in 2002 uti-
lizing the APAN network with several clusters on both ends
of the Pacific, using an earlier version of the Gfarm, we had
set out to accomplish greater bandwidth and storage capac-
ity for the SC2003 BWC. The purpose is now not only to
for simple test purposes, but also investigate feasibility in
a more production setting. To be more specific, the BWC
will be performed on a more production-oriented testbed,
parts of it being significant increase in the size of the Gfarm
Grid-cluster testbed, overall capacity now reaching nearly
100 Terabytes spread over several hundred nodes, intercon-
nected by a much higher bandwidth network for domes-
tic multi-gigabit networking on both sides of the Pacific in
Japan (SuperSINET [7], Tsukuba WAN, etc.) and US (Abi-
lene), as well as utilizing a much improved international
Asia-Pacific links in-between, namely the new multi-gigabit
international link of the SuperSINET. Here, we present
an overview of our planned experiment to be performed as
the SC2003 Bandwidth Challenge at the Supercomputing
2003 site in Phoenix, Arizona, USA. In the experiment,
five clusters in Japan and three clusters in the US will com-
prise a Gfarm file system, on which world-wide large-scale
data analysis will be performed, where a, terabyte-scale ex-
perimental data will be replicated between US and Japan
via APAN/TransPAC and SuperSINET (about 10,000 km
or 6,000 miles). At the workshop we expect to present the
full detail of the experiment.

2 Grid Datafarm — Grid file system with
high-performance data processing support

The Grid Datafarm [10] provides a Grid file system that
federates multiple local file systems in a Grid across admin-
istrative domains. The Grid file system provides virtualized
hierarchical namespaces for files or virtualized file system
directory tree having virtual access control with flexible ca-
pability management and other metadata association. Users
or Grid applications access the Grid file system via POSIX
file I/O APIs and Gfarm native file I/O APIs with extension
of new file view semantics.

Each file in the virtual file system directory tree is
mapped by a replica catalog to one or more physical file

locations. File replicas bring fault tolerance as well as ac-
cess contention avoidance features. This Grid file system
architecture enables efficient, dependable, and transparent
file sharing in the Grid. At this time, we have endeavored to
standardize Grid file system with other projects in Grid File
System Group of Global Grid Forum [3].

The Grid Datafarm architecture assumes every cluster
node has a local file system that will be federated by a Grid
file system. It also has a feature to support worldwide par-
allel and distributed executions for high-performance data
processing, introducing a Gfarm file or a superfile, a new
process scheduling called file-affinity scheduling based on
file locations, and new parallel file access semantics. A
group of files dispersed in several cluster nodes can be man-
aged as a single regular file called a Gfarm file. File-affinity
scheduling allocates a set of nodes based on replica loca-
tions of member files of a specified Gfarm file. A new file
view called local file view, enables parallel access to mem-
ber files of the Gfarm file. File-affinity scheduling and new
concept of the file view enable the “owner computes” strat-
egy, or “move the computation to data” approach for paral-
lel and distributed data analysis of member files of a Gfarm
file in a single system image.

File replication of a Gfarm file means a set of file repli-
cations of member files. Because there is no dependency to
create a file replica for each member file, it can be replicated
in parallel and independently. When member files are dis-
persed in different cluster nodes, file replication of a Gfarm
file is considered to be parallel direct third-party file replica-
tions from multiple cluster nodes to different multiple clus-
ter nodes. Due to the direct local disk and network access
on each cluster node, it is possible to attain scalable disk I/O
performance for high-bandwidth file replication.

The Gfarm middleware is a reference implementation of
the Grid Datafarm architecture, which is available at the
Grid Datafarm web site [4].

3 Overview of the SC2003 Bandwidth Chal-
lenge — Cluster and Network Configura-
tions

Since 2002, there were several research and infrastruc-
tural efforts which will allow us not only to achieve much
better results in the BWC, but also proving the worthiness
of efforts, being also important. Some of the efforts we had
endeavored ourselves, and some of which were the result of
new efforts by external but collaborator groups:

1. The Gfarm middleware proceeded continuously with
its development, as well as having been tested on other
applications such as Astronomy. The first official re-
lease, v.1.0, is almost out the door at the time of this
writing (early Nov., 2003).



2. The clusters have received considerable upgrading in
terms of number of nodes as well as storage capacity.
We total almost 100 Terabytes throughout the entire
testbed.

3. A stable multi-gigabit network link between the
Japanese domestic sites have been established (Super-
SINET, Tsukuba WAN, etc.), allowing us to construct
a dedicated, large-scale Gfarm Grid testbed, consisting
of four institutions — AIST, KEK, Titech, and Univ.
Tsukuba. All the Gfarm clusters on the testbed are in-
terconnected directly to the inter-institution networks,
most of which are dedicated, allowing maximal use of
the available bandwidth for data movement.

4. The international trans-pacific links have been greatly
upgraded. The bandwidth in the APAN/TransPAC link
has doubled (2.4 Gbps), with much better router-level
connectivity. The multi-gigabit SuperSINET link to
New York became operational early 2003, allowing us
to utilize the link for Grid experiment usage.

5. Additional application research has been performed,
including Astronomy image analysis allowing us to
gain valuable application experience.

The BWC challenge will make use of the domestic
Gfarm Grid testbed described in item 3 above, plus addi-
tional clusters and nodes in the US and the Asia-Pacific
Gfarm testbed, interconnected by the new networks in
item 4. Clusters are located in AIST, University of Tsukuba,
KEK, Tokyo Institute of Technology (Titech), APAN Tokyo
XP, the SC2003 conference site in Phoenix, Indiana Univer-
sity, San Diego Supercomputer Center (SDSC), and Kaset-
sart University in Thailand.

3.1 Network configuration

Figure 1 shows the network configuration of the testbed.
There are two major Trans-Pacific high-speed networks;
APAN/TransPAC and SuperSINET. APAN/TransPAC con-
sists of two links; the LA route between Tokyo and Los An-
geles, and the Chicago route between Tokyo and Chicago.
The LA route is an OC-48 POS (2.4 Gbps), which was es-
tablished in early October, 2003. The Chicago route (OC-
48) will be established in mid November, 2003, starting
with one gigabit Ethernet, which will be upgraded to two
gigabit Ethernet links.

SuperSINET has two OC-48 links (4.8 Gbps) between
Tokyo and New York. It connects to Abilene with a single
OC-48 link, which limits the network bandwidth via this
route.

In Japan, all five sites are interconnected directly with
a rate of 1 Gbps via Tsukuba WAN, SuperSINET, Maffin

[5] and inter-institution networks. In US, the SC2003 con-
ference site connects to Abilene with 10 Gbps. SDSC and
Indiana University connect to Abilene with 1 Gbps and 622
Mbps, respectively.

3.2 Cluster Configuration and Gfarm File System

In the Grid Datafarm testbed in early November, 2003,
eight clusters in Japan, US, and Thailand comprise a Gfarm
file system with the capacity of 45.1 TBytes, which will
increase to 68.5 TBytes during the SC2003 conference by
adding a cluster at the conference site.

Table 1 shows breakdown of capacity and parallel disk
I/O performance of the Gfarm file system in each site.

The Gfarm file system provides scalable disk I/O perfor-
mance aggregating the performance of local file systems of
each node, which can be achieved by Gfarm parallel I/O op-
erations with new file view semantics, and parallel file repli-
cation. Note that even legacy applications that use POSIX
I/O APIs can exploit Gfarm parallel I/O operations without
any source-code modification by naturally converting a set
of processes that use POSIX I/O APIs to a parallel process
that uses Gfarm parallel I/O semantics.

At the AIST in Tsukuba, Japan, there is a 24-node AIST
Gfarm cluster connected with gigabit Ethernet. Each node
consists of a dual Intel Xeon 2.8GHz processor, 1GB mem-
ory, and a 3ware Escalade 7500-4 RAID controller with
four 200GB 3.5” HDDs, which is configured in RAID-0.
The disk I/O performance for contiguous blocks achieved
96 MB/s for writes and 119 MB/s for reads. This site pro-
vides the storage capacity of 13.1 TBytes having the I/O
performance of 2.2 GB/sec for writing and 2.8 GB/sec for
reading to the Gfarm file system.

At University of Tsukuba, Tsukuba, Japan, there is a 10-
node Dennis cluster. Each node consists of a dual Xeon
2.4GHz processor, and 1GB memory. 8 of 10 nodes have a
120GB HDD provided for the Gfarm file system, and other
2 nodes have a 40GB HDD. This site provides the stor-
age capacity of 934 GBytes having the I/O performance of
295 MB/sec for writing and 319 MB/sec for reading to the
Gfarm file system.

At Tokyo Institute of Technology, Tokyo, Japan, there
is a 147-node Presto III cluster (half-size) and an 8-node
GSIC-BWC cluster. Each node of the Presto III cluster con-
sists of a dual AMD Athlon MP 1.6GHz processor, 768MB
memory, and an 80GB or 240GB HDD. Each node of the
GSIC-BWC cluster consists of an Athlon MP 1.2GHz pro-
cessor, 1GB memory, and a 240GB HDD. This site pro-
vides the storage capacity of 15.3 TBytes having the I/O
performance of 3.4 GB/sec for writing and 4.1 GB/sec for
reading to the Gfarm file system. There is a plan to include
more nodes of the Presto III in the testbed, and to install
more HDDs until the SC2003 conference.
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Figure 1. Network configuration of Trans-Pacific Grid Datafarm testbed

Table 1. Breakdown of capacity and parallel disk I/O performance of the Gfarm file system in each
site

AIST U. Tsukuba Titech KEK APAN (SC2003) SDSC Indiana Kasetsart U.
#nodes 24 10 147 7 16 (32) 8 13 1

capacity [GB] 13,454 934 15,659 3,768 11,946 (23,892) 254 48 38
write [MB/s] 2,300 295 3,461 180 1,534 (3,068) 170 138 11.8
read [MB/s] 2,847 319 4,195 233 1,898 (3,796) 170 128 43.4

At High Energy Accelerator Research Organization
(KEK), Tsukuba, Japan, there is an 8-node KEK cluster.
7 of 8 nodes consisting of a dual Xeon 2.8GHz processor,
1GB memory, and a 538GB RAID, are provided for Gfarm
file system nodes. This site provides the storage capacity
of 3.7 TBytes having the I/O performance of 1.5 GB/sec for
writing and 1.9 GB/sec for reading to the Gfarm file system.

At APAN Tokyo XP, Tokyo, Japan, there is a 16-node
AIST Gfarm cluster that has the same specification of the
cluster installed at AIST. At the SC2003 conference site,
a 32-node AIST Gfarm cluster will be installed during the
conference.

At San Diego Supercomputer Center, CA, USA, there is
an 8-node Mica cluster. Each node consists of a dual Xeon
2.2GHz processor, 1GB memory, and a 31.8GB HDD. This
site provides the storage capacity of 254 GBytes having the
I/O performance of 170 MB/sec for writing and reading to
the Gfarm file system.

At Indiana University, IN, USA, there is a 15-node In-
diana cluster. Each node consists on a dual Intel Pentium
II 400MHz processor, 256MB memory, and 3.7GB HDD.
This site provides the storage capacity of 48 GBytes hav-
ing the I/O performance of 138 MB/sec for writing and 128
MB/sec for reading to the Gfarm file system. There is a
plan to include several nodes of the new AVIDD cluster in
the testbed.

At Kasetsart University, Thailand, there is a PC having
a dual Athlon MP 1.6GHz processor, 1GB memory, and
38GB RAID-5. This site provides the storage capacity of
38 GBytes having the I/O performance of 11.8 MB/sec for
writing and 43.4 MB/sec for reading to the Gfarm file sys-
tem.

In each site, there is enough disk performance to fill
up the bandwidth of high-speed wide-area networks among
sites during file replication and parallel I/O operations.

3.3 Initial Analysis of Rate-controlled Network
Flow

To achieve stable and high performance network flow,
it is essential to estimate the bandwidth of the narrowest
link exactly and fast in the route. The exact estimation in
the wide-area network with large latency is challenging be-
cause it depends on many unknown factors including other
network traffic and unknown configurations of every inter-
mediate routers such as buffer size and QoS. Moreover, the
difficulty to find out the maximum bandwidth of the nar-
rowest link arises from the problem such that it may be only
achievable with a stable network flow even being as short as
a millisecond in average.

This section demonstrates how a network flow rate-
controlled by the socket buffer size is not stable especially
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Figure 2. Network bandwidth in 10-second av-
erage rate-controlled by the socket buffer size
(3 MBytes)

in the large latency network. In this experiment, we use
a GNET-1 gigabit network testbed. The GNET-1 has four
gigabit Ethernet ports, four high-speed SRAM banks, and
a large-scale central FPGA, which provides capabilities for
precise network traffic measurement, protocol conversion,
and network emulation of various latency, bandwidth, and
arbitrary error models.

Two nodes of the AIST Gfarm cluster are connected
by a GNET-1 that emulates a lossless wide-area network
with 200 milliseconds of round-trip latency. Linux version
2.4.22 with the web100 kernel patch version 2.3 was used
for the experiment, which includes TCP kernel instrumen-
tation, HighSpeed TCP, and several work-around parame-
ters for improving TCP performance. All experiments use
the HighSpeed TCP with MTU (Maximum Transfer Unit)
9000 Bytes with a work-around “not to enter the congestion
avoidance phase when the interface queue is full”.

Figure 2 shows network bandwidth averaged over 10
seconds when the socket buffer size is 3 MB. For this time
resolution, the network traffic seems to be stable. But we
find that over a short time period, the network does not ex-
hibit scalability. Figure 3, showing the bandwidth for the
same traffic but now averaged over 16 milliseconds, demon-
strates this.

For measurement resolution of such fine time inter-
val, the network flow is not stable. All the data of the
socket buffer is transmitted well over the bandwidth of over
200Mbps, up to 1Gbps, but this high bandwidth is only ob-
served over the beginning half of the round-trip time inter-
val. Now suppose that there is a router that connects a fast,
1Gbps link to a slow, 200Mbps link. Although on the aver-
age such a router may support our observed traffic, in prac-
tice there is a great danger of packet losses during the begin-
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Figure 3. Network bandwidth in 16-
millisecond average rate-controlled by
the socket buffer size (3 MBytes)

ning half of the round-trip time interval, since it would be
unrealistic to assume that the router will facilitate a buffer
large enough to handle such a peak in packet traffic.

To avoid this situation, a stable network flow is indis-
pensable to achieve high traffic rate. For stable network
flow, the adjustment of inter-frame gap is effective. When
the inter-frame gap is �, the theoretical maximum transfer
rate is limited by ����������� �� � 	��� Mbps, assuming
that MTU is 9000 Bytes, and the original maximum transfer
rate is 1000 Mbps.

Figure 4 shows network bandwidth in 16-millisecond av-
erage with 4MBytes socket buffer size. The inter-frame gap
is adjusted to 36000 Bytes by GNET-1, which limits the
maximum transfer rate to 198.7 Mbps. Figure 4 shows that
stable network flow in the precise resolution is realized by
the adjustment of the inter-frame gap.
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